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Abstract

Large-scale e-commerce search and recommendation systems rely
on multiple specialized retrieval channels to surface diverse prod-
ucts, each optimized for a distinct objective. A key challenge is
merging candidates from these heterogeneous channels into a sin-
gle ranked list under strict latency constraints while optimizing
business KPIs such as user conversion. Static rank-fusion methods
such as Reciprocal Rank Fusion (RRF) and Weighted Interleaving
use the same fusion behavior across queries, limiting their ability
to adapt to context or model interactions among channel signals.
We reformulate multi-channel fusion as a channel-aware learning-
to-rank problem and propose a unified ranking model trained on
a scalar, funnel-weighted graded-relevance label that combines
clicks, add-to-carts, and purchases. The model incorporates channel-
specific scores together with recent aggregate query-item behavior
to capture near-term population demand. The evaluated channel set
combines conventional relevance retrieval with query-conditioned,
recommendation-oriented channels emphasizing newness, trend-
ing demand, regional relevance, and seasonality. A randomized
online experiment shows a 2.85% increase in user conversion over
the deployed weighted-interleaving control. The model achieves a
p95 reranking-stage latency below 50 ms, and has been deployed
on Target.com.
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« Information systems — Combination, fusion and federated
search; Rank aggregation; Learning to rank.
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1 Introduction

Large-scale e-commerce systems consist of catalogs containing mil-
lions of products spanning diverse categories, price ranges, and
life-cycle stages. Production search and recommendation systems
operate as a multi-stage pipeline comprising retrieval, ranking, and
re-ranking. Because it is computationally infeasible to score the
entire catalog for every request under strict latency budgets, re-
trieval first selects a manageable candidate set of relevant products,
after which downstream ranking stages refine the top-k results
to optimize user-facing metrics. To balance user satisfaction and
business objectives, modern systems rely on multiple specialized
retrieval channels, each optimized for a distinct objective (e.g., lexi-
cal relevance, semantic similarity, freshness, or seasonality) [8, 19].
In addition to lexical and semantic retrieval, channels emphasizing
newness, trending demand, regional relevance, or seasonality act
as query-conditioned recommendation-style candidate generators.
They remain conditioned on the search query while emphasiz-
ing complementary discovery objectives. The final ranked list is
produced by merging candidates from all of these heterogeneous
channels.

Although multi-channel retrieval improves recall and diversity,
it introduces significant re-ranking challenges. Channels are opti-
mized independently and generate candidates with heterogeneous
score distributions, bias characteristics, and objective functions.
For instance, popularity-driven channels emphasize long-term en-
gagement, whereas freshness-driven channels favor recency and
exploration. Channel utility varies with query context and time, and
the final ranking must optimize downstream business KPIs such
as user conversion. These modeling challenges are further con-
strained by strict latency requirements, as even modest increases
in response time can negatively impact user satisfaction and en-
gagement [1]. As a result, designing a fusion strategy that models
context-dependent channel utility and cross-channel interactions
under tight computational budgets remains technically challenging
for e-commerce.
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Prior static fusion methods such as RRF [3] and Weighted In-
terleaving [7, 22] apply query-invariant fusion rules, limiting their
ability to adapt channel influence to the query or exploit joint evi-
dence across sources. Existing LTR approaches [10, 11] are typically
designed for single-channel candidate distributions and do not ex-
plicitly model heterogeneous retrieval sources. We address this
gap with a unified, channel-aware LTR framework (Section 3.1).
We formulate multi-channel fusion for e-commerce search as a
context-dependent learning-to-rank problem over heterogeneous
query-conditioned candidate sources. Instead of relying on a single
global fusion rule, the downstream ranker uses channel scores to-
gether with item and aggregate query—item features. The upstream
channels retain their distinct objectives, while the final ranker
optimizes one scalar business-aligned label that combines clicks,
add-to-carts, and purchases. Recent aggregate behavioral signals
reflect changing population-level demand rather than individual
session intent. The resulting model places relevance-oriented and
discovery-oriented channels under a common production reranker
while meeting strict latency constraints in high-traffic production
environments.

Our main contributions are summarized as follows:

e We formulate and deploy a practical cross-channel ranking
framework that replaces globally tuned fusion over indepen-
dently ranked, query-conditioned channel outputs with a
single learning-to-rank model.

e We propose a channel-aware representation over a fixed
production channel set using each upstream channel’s score
and membership features.

e We introduce a weekly funnel-weighted graded-relevance

label that scalarizes clicks, add-to-carts, and purchases into

one conversion-aligned ranking objective.

Through a large-scale online A/B experiment, we show a

+2.85% improvement in user conversion over the deployed

weighted-interleaving control while meeting a p95 reranking-
stage latency below 50 ms.

2 Related Work

Rank Fusion and Multi-Channel Retrieval. Reciprocal Rank Fu-
sion (RRF) [3] and Weighted Interleaving [7, 22] are widely adopted
strategies for merging candidates from multiple retrieval channels.
Standard RRF combines source ranks through a fixed reciprocal-
rank transformation, whereas Weighted Interleaving samples from
independently ranked lists using globally tuned channel-selection
weights. Neither method conditions its fusion behavior on the query
or models interactions among channel signals. Huang et al. [8] sys-
tematically study multi-channel fusion at the retrieval stage and
show that optimized channel weighting improves retrieval quality;
however, their work focuses on retrieval-level optimization and
does not address how heterogeneous candidates should be jointly
modeled by a downstream ranking model. Our work addresses this
gap by learning a unified scoring function directly over the merged
candidate pool.

Learning to Rank in Industrial E-Commerce. LTR models are
central to industrial search systems [10, 11]. Despite rapid advances
in deep learning, tree-based models such as Gradient Boosted Deci-
sion Trees (GBDT) remain widely deployed due to their efficiency
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Figure 1: Overview of the unified ranking system. Multiple
channel-specific retrieval components independently pro-
duce ranked candidate sets, which are merged and re-ranked
by a single GBDT-based LTR model using channel-aware and
engagement features.

and robustness under realistic latency constraints [9, 17]. Prior
work [21] has demonstrated the value of incorporating clicks as
both training labels and input features; we extend this idea to ag-
gregate click, add-to-cart, and purchase signals in a multi-channel
setting. Existing LTR work typically assumes a single homogeneous
candidate distribution and does not explicitly model heterogeneous
retrieval sources. In our setting, the upstream channels are opti-
mized for distinct objectives, while the downstream LambdaMART
model is trained on one scalar business-aligned objective.
System-Level Optimization across Ranking Stages. Several
works explore coordinated optimization across pipeline stages. Qin
et al. [16] propose a multi-agent framework for e-commerce search
that models interactions among retrieval and ranking components.
While these approaches emphasize cross-stage coordination, they
do not study unified ranking over heterogeneous multi-channel
candidates under strict production latency constraints.

Unified Modeling across Search and Recommendation. A re-
lated line of research investigates joint modeling of search and
recommendation. Liu et al. [13] propose a multi-scenario learning
framework that shares representations across search and recom-
mendation by exploiting a global label space. Such methods focus
on representation learning and multi-task optimization, assuming
a fixed candidate generation process. Our work instead studies pro-
duction search, where newness, trending, regional, and seasonal
components provide query-conditioned recommendation-style can-
didates alongside lexical and semantic retrieval.

3 Methodology

3.1 Problem Formulation

A large-scale e-commerce search system serves millions of queries
daily across a catalog of tens of millions of products. Given a query
q € Q, the system retrieves and ranks items from a large corpus 7.
A single retrieval channel is insufficient to satisfy the diverse infor-
mational needs of users: lexical matching excels at exact queries,
while semantic retrieval handles paraphrases and long-tail intent.
The system therefore employs a set of K heterogeneous retrieval
channels

C ={cr,co,...,ck}s

where each channel c is optimized for a distinct objective (e.g.,
lexical relevance, semantic similarity, item freshness, or long-term
popularity).
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For a given query g, each channel ¢ first applies its own pro-
duction retrieval and ranking logic and independently produces a
ranked list

Ri(q) = {(isk(q.0)) | i€ I},
where si (g, i) denotes the channel-specific retrieval score. Because
scoring all retrieved items in downstream stages is computationally
infeasible, only the top-nj items from each channel are forwarded
to re-ranking. We denote this truncated list as

R, () = Top,, (Re(g))-
The final candidate pool for re-ranking is defined as the union
of these truncated lists:
K
R(g) = JR"™ (q).
k=1
Note that items may appear in multiple channels; duplicates are
deduplicated in R(gq), with all channel-specific scores {sx(q,1)}
retained as features for the re-ranking stage rather than being
aggregated at this step.
The re-ranking stage learns a scoring function

f(q,i;0): Q%I —> R,

which assigns a unified relevance score to each (q,i) with i €
R(q). Items are sorted in descending order of f(q, i; ) to produce
the final ranked list. The current model is trained and deployed
for query-driven search and assumes a fixed production channel
set C available during training. The scoring function f is learned
from historical interaction data; the following sections describe the
training data representation, label construction, and features used
in production.

3.2 Data Representation

All training instances are defined at the query—item—week level to
incorporate temporal dynamics into the ranking process. Let t,,
denote the beginning of week w. The label for (g, i, w) is computed
from interactions occurring during [f,,, ty+1), while every behav-
ioral feature for that instance is computed exclusively from events
before t,,. For example, the 7-day feature window is [¢,,—7 days, ),
and the 14-day and 30-day windows end at the same cutoff. Feature
and label windows therefore do not overlap.

Weekly aggregation was chosen empirically as a balance be-
tween responsiveness and statistical stability. Daily windows are
too sparse and noisy for tail queries, while bi-weekly windows
respond more slowly to seasonal, promotional, and emerging de-
mand. Interaction counts and labels are reset at the beginning of
each week rather than accumulated over the lifetime of a query-
item pair. This limits the carryover of stale historical popularity and
allows current population demand for new, trending, and seasonal
products to affect the training target.

Modeling temporal structure is important in multi-channel re-
trieval settings, where channels may emphasize distinct objectives
such as long-term popularity, short-term trendiness, or freshness.
To capture both stable and emerging patterns, we incorporate be-
havioral features computed over multiple lookback windows ending
at t,, [14], including long-term aggregates (e.g., historical sales and
engagement) and short-term signals that capture population-level
demand velocity. This design limits reliance on lifetime popularity
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while allowing query-dependent, time-sensitive channel utility. It
does not enforce channel-level exposure quotas. Given this tem-
poral data structure, we next define the supervision signal used to
train the ranking model.

3.3 Label Construction

User interactions in e-commerce search follow a conversion hierar-
chy:

Impression — Click — AddToCart — Purchase.

For each query-item pair within a weekly window (g, i, w), we
summarize engagement over N sessions using the deepest action
per session. Let { Vi, Cq,i,ws Agiw» Pg,i,w) denote counts of view-
only, click, add-to-cart, and purchase outcomes, respectively, with
N = Vgiw+Cqiw+Ag,iwtPqiw- We define a scalar funnel-weighted
graded-relevance label as a weighted aggregation:

L(q, i, W) = an,i,w + bAq,i,w + ch,i,w + qu,i,w;

where a > b > ¢ > d > 0. We calibrate weights using corpus-level
conversion statistics aggregated over the training period:

il R

a=1, = , €= ,
[A IC]

d=0,
where |P|, |A|, and |C| denote total purchases, add-to-carts, and
clicks in the training corpus. Setting d = 0 excludes view-only im-
pressions from the label, as they do not indicate purchase intent and
would dilute the conversion signal—the primary business objective
for Target’s search system.

To ensure comparability across queries, we apply per-query max
normalization:

4L(q,i,w)

max; e R (gw) L(q, i/, W)’

L(g,i,w) =

mapping labels to [0,4]. The factor of 4 aligns with the standard
graded relevance scale used in LambdaMART training, where higher
values correspond to more relevant items (e.g., L = 4 for the most-
purchased item per query). We normalize at the query level rather
than globally across all queries, as global normalization would
conflate queries with vastly different engagement volumes and in-
troduce high variance for sparse queries—a common challenge in
long-tail e-commerce search traffic [20]. Engagement counts and la-
bels are reset for each weekly window rather than accumulated over
the lifetime of the query—item pair. The target is therefore designed
to optimize realized weekly business value rather than estimate a
stationary per-impression conversion propensity. This limits long-
horizon popularity carryover and allows newly released, trending,
regional, or seasonal candidates to gain relevance when they attract
current-week engagement and conversion, although it does not
impose channel-specific exposure guarantees. With labels defined,
we describe the features used to represent each query-item-week
instance.

3.4 Features

We construct ranking features at a weekly granularity (Section 3.2)
and group them into three categories.
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Item Features. These capture intrinsic product attributes (e.g.,
price, category, brand, availability) and behavioral aggregates over
multiple lookback windows (e.g., 7-day, 14-day, 30-day), all end-
ing before the beginning of the label week. The features model
long-term popularity, recency, and seasonality, enabling the model
to balance historically strong performers with newly trending or
seasonal products.

Channel-Aware Query—-Item Features. For each query-item pair,
channel-aware features include the raw retrieval score s (g, i) from
each channel. Because channel scores reflect distinct upstream ob-
jectives, these features provide the model with signals from which
to learn query-dependent channel utility and cross-feature interac-
tions. Items absent from a given channel receive NA values for the
corresponding features, which are handled natively by the GBDT
model without imputation.

Query—-Item Engagement Features. Extending prior work on us-
ing clicks as both labels and features [21], we incorporate clicks,
add-to-cart events, and purchases as engagement features. These
features are computed strictly before t,, and use a weighted formu-
lation similar to Section 3.3, with distinct aggregation and temporal
decay to capture short-term population demand velocity. For fea-
ture computation, data is aggregated across users and across all
query variations identified by our query understanding models (e.g.,
spelling corrections and query rewrites), ensuring robust signal
aggregation for semantically equivalent queries and improving cov-
erage for head and torso queries. These signals capture aggregate
query-item demand. Their impact is evaluated in Section 5.2. These
features are used to train a GBDT-based ranking model, described
next.

3.5 Model and Training

We adopt Gradient Boosted Decision Trees (GBDT) as the rank-
ing model for three reasons specific to this production setting.
First, GBDT handles heterogeneous feature types—continuous re-
trieval scores, categorical channel indicators, and sparse engage-
ment signals—without requiring feature normalization. Second, it
supports native NA handling for missing channel features, eliminat-
ing the need for imputation. Third, it provides deterministic and effi-
cient inference, critical for meeting the p95 <50 ms reranking-stage
latency requirement under high-traffic production conditions [4, 9].
In large-scale production search systems, tree-based models remain
competitive with deep neural approaches under realistic latency and
feature constraints, particularly when feature engineering plays
a central role [9, 17]. GBDT constructs an additive ensemble of
decision trees:

T
Flgis0) = D - (g,
t=1

where h; is the t-th tree, T is the total number of trees, and 7 is the
learning rate (shrinkage factor). Each tree is trained sequentially
to minimize the residual loss from previous iterations. Our model
is implemented using the Yggdrasil Decision Forests library [6],
which provides efficient training and inference optimized for high-
throughput serving environments.

We train the model using the LambdaMART objective [2], whose
pairwise gradient updates are weighted by changes in NDCG. This
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aligns naturally with our graded relevance labels L € [0,4] derived
from the conversion hierarchy and enables the model to prioritize
high-value purchase events while still accounting for clicks and
add-to-cart signals.

To effectively model heterogeneous retrieval signals and behav-
ioral features, we employ a local tree growing strategy with sparse
oblique splits (linear combinations of features at each split node),
enabling efficient handling of correlated and high-dimensional fea-
ture spaces such as multi-channel retrieval scores. Regularization is
applied through L2 penalties and shrinkage to control model com-
plexity and mitigate overfitting. We enable second-order (Hessian-
based) gain computation to improve split quality and stabilize train-
ing. Hyperparameters—including tree depth, number of trees, learn-
ing rate (shrinkage), and minimum leaf size—are tuned via grid
search on the held-out fourth-week validation set described in Sec-
tion 4.1. Final model selection is based on offline NDCG@8 on the
validation set.

4 Experiment Design

All experiments in this paper are conducted in an e-commerce
search system. The evaluated candidate pool combines lexical and
semantic retrieval with channels that emphasize newness, trending
demand, regional relevance, and seasonality while remaining condi-
tioned on the search query. These channels play a recommendation-
like discovery role within the search pipeline. The results therefore
concern a common reranker over heterogeneous query-conditioned
channels, not a model shared between search and recommendation
surfaces.

4.1 Dataset

Our experiments are conducted using large-scale user interaction
logs collected from the Target’s e-commerce search system, in ac-
cordance with internal privacy, security, and data governance poli-
cies. The dataset includes search queries, ranked item impressions,
and corresponding user interactions, including clicks, add-to-cart
events, and purchases, as defined in Section 3.3. We use a recent
five-week period to construct labeled examples. The dataset is par-
titioned chronologically: the first three label weeks are used for
training, the fourth label week for validation and hyperparameter
tuning, and the final label week is held out for offline evaluation.
Behavioral feature windows may draw on historical events pre-
ceding this five-week label period, but always end strictly before
the corresponding label week. This temporal split enables evalua-
tion under concept drift and non-stationarity without overlapping
feature and label windows.

To improve data quality and reduce noise from extreme long-tail
queries, we filter the data at the query-week level, retaining only
queries for which at least one item receives at least one purchase
within the same week. For each retained query, we include up to the
top-ny items per channel for reranking, as described in Section 3.1,
to prevent train—-inference skew. The final training set comprises
approximately 60M rows and 500k unique queries distributed across
head, torso, and tail segments. Queries are segmented using produc-
tion query-frequency thresholds into head, torso, and tail groups,
each accounting for 33% of search traffic.
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Labels and features are computed for each query-item-week
instance as described in Sections 3.3 and 3.4, respectively.

4.2 Model Variants

We evaluate four model variants to isolate the contribution of each
component. UR and UR + EF use the same production graded-
relevance label, whose coefficients are determined heuristically
based on internal business requirements. Holding that label fixed
allows the comparison to isolate the addition of engagement fea-
tures.

o WI (Baseline). Each channel first applies its own production
retrieval and ranking logic using channel-specific features and
objectives. The deployed Weighted Interleaving layer then con-
structs the final ranking by probabilistically sampling from these
independently ranked lists according to globally tuned channel-
selection weights [7, 22]. We use this system as the control be-
cause it is the production fusion mechanism being replaced; an
exhaustive benchmark of static rank-fusion algorithms is outside
the scope of this work.

e UR. Unified ranking using the same upstream channel outputs
and a GBDT model trained on item features and channel-aware
query-item features (Section 3.4). This variant replaces only the
final weighted-interleaving fusion layer with a learned cross-
channel reranker.

o UR + EF. Unified ranking with engagement features. This variant
extends UR by incorporating aggregate query—-item clicks, add-to-
cart events, and purchases over multiple pre-week time windows
(Section 3.4). It uses the same production label as UR, so the
comparison isolates the contribution of these behavioral features.

e UR + EF + CL. Unified ranking with engagement features and
the conversion-weighted label. This is the full proposed model. It
retains the architecture and features of UR + EF but replaces the
production label with the scalar funnel-weighted label described
in Section 3.3.

4.3 A/B Test Setup

We evaluated all ranking variants through a multivariate online
A/B experiment on the production search platform. Traffic was ran-
domly assigned at the visitor level, with each variant receiving 5%
of eligible search traffic. The experiment ran for two full weeks and
included all users, with bot traffic filtered out. The evaluated vari-
ants were WI (control), UR, UR + EF, and UR + EF + CL. We report
relative lifts over the control for click-through rate (CTR), add-to-
cart rate (ATC), and conversion rate. Statistical significance was
assessed using a two-sided Student’s ¢-test at the 95% confidence
level. All significance markers compare an individual treatment
arm with the WI control. Prior to the experiment, a power analysis
assuming 80% power, a 95% confidence level, and a 1% minimum
detectable effect in conversion estimated the required sample size
for significance.

5 Results

Table 1 summarizes the offline and online performance of all model
variants. Offline NDCG@8 is used as a development and model-
selection metric against held-out behavior-derived labels as the
top-8 slots receive majority of the user engagement. Conclusions
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Table 1: Offline and online performance comparison of
model variants. Online metrics are reported as lift (%) over
the weighted-interleaving control. * indicates statistical sig-
nificance at the 95% confidence level for the corresponding
treatment-versus-WI comparison.

Offline Online (A/B Test Lift %)
Model Variant NDCG@8 | CTR ATC Conversion
WI (Baseline) 0.6620 - - -
UR 0.7169 +0.26  +1.21* +1.28*
UR + EF 0.7799 +1.52*  +2.72% +2.38"
UR + EF + CL 0.7994 +1.46* +2.81% +2.85%

about production impact are based on the randomized online A/B
experiment. We discuss each ablation in turn. Additional qualitative
examples illustrating changes in search ranking are provided in
Appendix A.

5.1 Weighted Interleaving vs. Unified Ranking

We evaluate the unified ranking model against the weighted inter-
leaving baseline shown in Table 1. In the baseline, independently
ranked channel outputs are probabilistically merged according to
globally tuned channel weights [7, 22]. Unified ranking receives the
same upstream channel outputs but replaces only the final fusion
layer with a query-item scoring function (Section 3.1) aligned with
the downstream objective.

Asreported in Table 1, unified ranking increases offline NDCG@8
from 0.6620 to 0.7169, indicating closer agreement with the behavior-
derived development objective. Relative to WI, the online A/B test
shows positive point estimates across all business metrics and sta-
tistically significant improvements in add-to-cart (+1.21%) and con-
version (+1.28%). These findings show that replacing the deployed
globally tuned fusion layer with a learned cross-channel reranker
yields measurable production impact.

Figure 2 highlights the qualitative difference between weighted
interleaving on the left and unified ranking on the right. The unified
model places recent high-engagement products nearer the top of
the ranking.

5.2 Contribution of User Engagement Features

We evaluate the contribution of query—-item engagement features
(Section 3.4) through an ablation study comparing the unified rank-
ing model with and without these features.

As shown in Table 1, UR + EF increases offline NDCG@8 from
0.7169 to 0.7799. Relative to WI, it produces statistically significant
lifts in CTR (+1.52%), add-to-cart (+2.72%), and conversion (+2.38%).
These online point estimates are larger than those observed for UR
and support the value of aggregate engagement features. The result
indicates that historical query—item interactions provide a strong
predictive signal for current population-level demand.

Figure 3 highlights the contribution of aggregate engagement
features. Popular products from the semantic channel appear nearer
the top of the grid, whereas the model on the left lacks these signals
and relies more heavily on the upstream ordering. The unified
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Table 2: Segment-level A/B test performance. Metrics are
reported as lift (%) over the weighted-interleaving control. *
indicates statistical significance at the 95% confidence level
for the corresponding treatment-versus-WI comparison.

Model Query Segment CTR ATC Conversion
Head +0.76  +1.95* +2.23%
UR Torso -1.09  +1.35* +1.22%
Tail -1.13 +1.11* +1.91*
Head +2.70*  +4.28* +4.39*
UR + EF Torso +0.52  +2.27* +2.87¢
Tail -0.21  +1.93* +1.89*
Head +2.92*  +4.76* +5.27*
UR + EF + CL  Torso -2.25%  +1.06* +2.56*
Tail -2.23* +0.38 +1.88*

model also surfaces a seasonal Halloween-themed product during
October that is absent from the comparison ranking’s top 12.

5.3 Effectiveness of Conversion-Weighted
Engagement Label

To isolate the impact of label construction, we compare a unified
ranking model trained with the heuristic production label against
an otherwise identical model trained with the proposed scalar
conversion-weighted label (Section 3.3).

Table 1 shows that UR + EF + CL attains an offline NDCG@8 of
0.7994, compared with 0.7799 for UR + EF. Relative to W1, the full
model produces statistically significant lifts in add-to-cart (+2.81%)
and conversion (+2.85%) while maintaining a similar CTR lift. It
has the highest observed conversion point estimate among the
evaluated treatments. The findings indicate that scalar weighting of
engagement outcomes across the conversion funnel aligns model
training with downstream business value.

5.4 Query Segment Analysis

Table 2 reports online performance across head, torso, and tail query
segments. All three unified-ranking variants produce statistically
significant conversion lifts in every segment. Add-to-cart lifts are
also statistically significant in every case except UR + EF + CL on
tail queries (+0.38%). For head queries, UR + EF and UR + EF +
CL significantly improve CTR, add-to-cart, and conversion, and
the full model has the largest observed conversion lift (+5.27%).
For torso and tail queries, UR + EF + CL produces significant CTR
declines (-2.25% and -2.23%, respectively) while retaining significant
conversion lifts (+2.56% and +1.88%). This pattern is consistent with
the scalar conversion-weighted objective prioritizing downstream
funnel outcomes even when CTR decreases.

6 Deployment and Serving

The unified ranking model is deployed within the production search
stack. We train Gradient Boosted Decision Tree (GBDT) ranking
models [4] using Yggdrasil Decision Forests (YDF) [6]. Offline fea-
ture pipelines built on Spark [23] generate the training data, and
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a batch training job trains the YDF model before publishing the
resulting artifact to Google Cloud Storage (GCS) [5].

For online serving, the production model is loaded and served
through TensorFlow Serving [15]. Features are organized by update
frequency into real-time, daily, and weekly feature sets. These fea-
tures are materialized in Redis [18] to support low-latency lookup
at request time. Real-time updates are consumed from Kafka topics
[12] and continuously written to Redis, while daily and weekly
features are refreshed by scheduled batch jobs that update the same
serving store.

At request time, the Search Orchestration layer retrieves can-
didates from the available retrieval channels and passes them to
the Ranking Orchestration layer. The Ranking Orchestration layer
retrieves the required features from Redis, performs feature pro-
cessing, calls the model-serving endpoint to score each candidate,
applies business rules, and returns the final ranked response. In
production traffic, the model achieves a p95 end-to-end latency of
less than 50 ms, measured from feature retrieval through scoring
computation across all candidates in R(q).

7 Conclusion and Future Work

We introduced a channel-aware learning-to-rank framework that
replaces globally tuned fusion over a fixed set of independently
ranked retrieval channels with a single downstream reranker. The
model combines channel scores with aggregate pre-week behav-
ioral features and optimizes a scalar weekly funnel-weighted label.
Relative to the deployed weighted-interleaving control, the ran-
domized online experiment produced statistically significant lifts
in add-to-cart and conversion for the full model, including a 2.85%
conversion lift, while maintaining a p95 reranking-stage latency
below 50 ms.

We view the candidate-union and reranking abstraction as a
search-side building block toward future unified search and recom-
mendation. Future work includes adapting the framework to recom-
mendation surfaces with surface-specific retraining, systematically
evaluating bias and exposure across channels, and incorporating
individual personalization signals beyond the population-level de-
mand features studied here.
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Figure 2: Top 8 ranked results for the query taylor swift. The results on the right surface the latest releases by Taylor Swift at
the top of the grid because newer items show higher engagement in this category.
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Figure 3: Top 12 ranked results for the query toddler clothing. The results after the model update show improved engagement-
aware ordering and broader semantic retrieval coverage.
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